Capture The Flag:  The Final CS 470 Project

A Report By Brent Hollingsworth and Karl Rees (JavaBeans)

Introduction

Artificial Intelligence is a very difficult but potentially rewarding… etc… etc…  We were going to brown-nose, but then we realized that when you have as great a teacher and T.A. as are Dr. Peterson and Matt, brown-nosing often results in understatement.

Strategy

The first thing we decided is that we wanted our agents to be very goal-oriented.  We debated long and hard, but eventually decided that our goal should be to win.  From there, our project was a piece of cake.

Seriously, though, our project went through two different phases.  Initially, we took a very threaded approach (as to avoid blocking while we waited for messages and as we made intense calculations).  We subdivided our program into the following threads/objects:

· World (an object representing what we know about the world as far as dimensions, terrain, territory, and flags).

· Communications (a socket listener that “looked” and updated the world).

· Ops (a buffered socket writer that had the ability to sort messages sent to the world server by priority, and also to kill outdated or redundant messages in its queue).

· Agent (an object/thread for an individual, goal-oriented agent.  Our agent threads would be able to read the world object and use that to decide what move to send to the Ops thread.  Meanwhile, enemy agent threads would keep track of an enemy agent and make predictions on where the agent would be at a given time).

· General (a supervising thread that would look at the world state and decide what each agent’s goal should be.  It would also “mark up” a utility map inside of the world object with values based on the world’s main map and terrain values, and flag and agent locations).

Depending on their goal, each agent would have what essentially amounted to a playbook.  Plays ranged from the simple—like blitz, in which we gave the agent a pointer to a coordinate object that it would go to using the most efficient path (a neat aspect of this was that we could pass a pointer to the “guessed” location of an agent or a flag, and then update that guess externally, so all the agent had to do was worry about going to the location)—to the complex, like a winged approach to the flag or a two agent explore/patrol routine.  Of course, many of these plays proved useless, but the great thing about the way we set it up was that adding plays like this to our code was very simple, since once we gave each agent a goal, it essentially thought about its move by itself.  Perhaps the hardest part of this strategy was building a “decision tree” (i.e. if-then/switch statement) to help the General use the state information to set each agent’s goal.

After the preliminary round, though, we realized that our implementation had too much overhead.  We simply weren’t able to react quickly enough to sudden changes in the world state.  Though we really liked the framework we set-up, and think that we could have done a much better job had we found a way to optimize its performance, we regretfully re-wrote the code so that it was non-threaded.  We found that despite the blocking problem, our reaction time was much better with this new framework.  It was, however, more difficult to add new routines in this framework.

As far as game playing goes, our final strategy was essentially to place two agents on defense, running a circle around the flag.  The remaining agent would search for the flag, which we made several guesses for.  Initially, the guesses would have very high utilities and we essentially turned off the exploration function.  Whenever we learned something more about the world (such as its real size), we would recompute the utilities and possibly add new guesses.  Eventually, the exploration function should have increased (which would have helped us out in our final round.  I think, however, we failed to properly do this).  After the first agent found the flag, one defender would leave to go help attack the flag.  At any time, should our flag be captured, all three agents would attack the flag-bearer.

Algorithms and Tools

Most of the final code ended up relying on plain-old decision trees (again, reading between the lines, if-then statements based on observation and intuition) to analyze the current state and move accordingly.  We implemented an A* search (with the possible—probabilistic or fuzzy, even—position of an agent and the terrain factoring into the cost, and a good old straight-line heuristic) to find efficient paths, and used a utility-based exploration strategy.

Brief Analysis of Complexity of Algorithms

The only two algorithms to which complexity really applies is the A* search and the exploration algorithm.  The A* search, being optimally efficient, was very fast, even with our very simple straight-line heuristic.  Since the maps were relatively small and simple, there were no problems handling its space complexity.  Meanwhile, our exploration strategy proved to be extremely “complex” on occasions where our initial guess was wrong.  In round 2, for instance, we found the flag on only one occasion.  All other times, we either lost or ran out of time as we explored.  Again, this was probably the result of an improperly implemented exploration function that would divert our agent away from its greedy path as it moved from guess to guess.

Time Spent on Project

Altogether, we spent about 76 man hours on this project.  The time spent was divided as follows:


Planning the Framework:

8 hours


Coding the Framework:

18 hours


Building/Coding a Playbook:

12 hours


Re-coding (non-threaded approach):
10 hours


Coding new routines for final round:
20 hours


Testing/Evaluating Performance:
8 hours

Although most of the time initially building the project was spent equally divided between partners, Brent spent significantly more time than I re-coding the project after the preliminary round (I, being Karl, who is writing this report in an attempt to compensate for this disproportionality).
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