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Abstract


This paper describes the IP Multicast network interface for my Foreign Language Recognition System.  It introduces the “Rees Sound Transfer Protocol Stack,” including three protocols:  Sound Recognition Protocol, Sound Stream Protocol, and Foreign Language Recognition System Protocol.  It also describes how the protocol stack should handle packets from these protocols.  I briefly describe the Java API I have built for these protocol and the afore-mentioned protocol stack.  Finally, recognizing that the distributed system I am describing requires reliability, I explore four different Reliable IP Multicast strategies and how they would impact my distributed system. 

Introduction

The idea for my project originated out of the necessity to develop a robust and easily extendable protocol / API for a distributed system that I was developing in a another course.  The system would serve as the front-end for an IP telephone-like application, featuring a client and a dynamic number of operators that would “compete” with each other through a system of bids to recognize what language the user at the client end was speaking, and then route the call accordingly.  To preserve bandwidth, and to make it easier for operators to dynamically join or leave the system, I decided to use IP Multicast as the underlying protocol.  I then developed three separate protocol layers of what I have called the Rees Sound Transfer Protocol Stack to run on top of IP Multicast.  Since I hope to use these protocols in future language recognition projects, it was important to my project that they be well-planned and easily-extendable.  With that in mind, I devote the first portion of my paper to describing the specifications for these protocols.

Because of its pre-existing support for IP Multicast, I wrote the API for the protocol stack in Java.  I devote the second portion of my paper to describing this API.  In the interest of brevity, however, I have simply described the purpose of each class in the API, rather than discussing individual members of these classes.  A key feature of the API is that it hides most of its networking aspects from the end-user.  That is, someone should be able to extend the classes I have developed without knowing what is going on underneath.

Finally, the more research oriented aspect of this project developed out of the realization that this protocol required several Quality of Service guarantees.  Reliability in IP Multicast is a very interesting and difficult problem.  The last portion of my paper explains the need for reliability in this project and then analyzes existing Reliable IP Multicast strategies in an attempt to decide which strategy is best suited for the project.  Although I attempted to test these reliability strategies with both my API and NS, logistics and time constraints prevented me from building a suitable test suite for evaluating their performances.  Therefore, my analysis relies mostly on outside research.

Rees Sound Transfer Protocol Stack

The following protocols all run on top of IP Multicast.  It is assumed that all operators and clients will join the Language Recognition System’s default IP Multicast group upon starting up.  All messages related to the operation of the distributed system will be sent out on this group.  Clients may optionally choose to announce a separate group on which it will send out sound packets (as to limit the scope of the packets and conserve bandwidth).  In compliance with IP Multicast specification, all clients and operators should leave any groups they are members of before terminating.

The Rees Sound Transfer Protocol Stack consists of the SRP (Sound Recognition Protocol) layer, which runs on top of IP Multicast, and the FLRS (Foreign Language Recognition Protocol) and SSP (Sound Stream Protocol) layers, which run on top of SRP.  When the IP Multicast layer sees that its payload is an SRP packet, it should pass it up to the next layer in the stack, along with the source address for the IP Multicast packet and the address of the IP Multicast group to which it was sent.

Sound Recognition Protocol


The Sound Recognition Protocol is basically a super-protocol designed to encapsulate a variety of protocols that deal with sound transfer and recognition.  This project only specifies two such protocols, but the TYPE field of the SRP packet allows for 255 such protocols.  Figure 1 illustrates the SRP packet format.  The fields for the SRP packet are as follows:
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Figure 1

PROTOCOL

The upper four bits of the first octet.  This value should be set to 15.

VERSION

The lower four bits of the first octet.  The current version for SRP is 1.

TYPE

The second octet.  This number should indicate the what type of data is contained within the payload.  SRP should use the TYPE field to determine where to pass the payload up the protocol stack.  Currently supported types include SR_SOUND_PACKET = 1 (SSP) and SR_FLRS_MESSAGE = 2 (FLRS).

LENGTH

A short integer contained in the third and fourth octets representing the length of the payload.

Sound Stream Protocol

The Sound Stream Protocol is used to encapsulate a sound wave.  Each sound wave may be broken up into several packets, so it is up to the SSP layer to disassemble or reassemble the wave before passing it down or up the protocol stack.  Because of buffer constraints, as well as the demand for real-time processing of each wave, a sender should avoid sending long waves, keeping the total number of bytes per wave to no more than 100,000.  To indicate the end of a wave, the sender (either explicitly or built into the SSP layer) should set the LASTPACKET flag of the last packet, and then increment the WAVE_ID field before sending the next packet.  The protocol stack is currently built around the assumption that the sound wave is represented by LENGTH / FRAMESIZE frames of data, with each frame consisting of FRAMESIZE bytes in the payload.  However, the protocol allows for a TYPE field that may specify a different format (such as a wave transformed into Fourier space).  Figure 2 illustrates the SSP packet format.  The fields for the SSP packet are as follows:
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Figure 2

TYPE

The first octet in the packet.  The default value of this should be SR_SOUND_PACKET = 1, although it can have other values.

LASTPACKET

The high-order bit of the second octet.  This bit indicates whether or not this packet is the last packet in the current wave sequence.  If the bit is set, the SSP layer should send the wave indicated in the WAVE_ID field up to the application layer as soon as it has received all the packets in the wave (OFFSET should be used to determine when this occurs).

FRAMESIZE

The lower seven bits of the second octet.  This represents the number of bytes that constitute a frame in the sound wave.  This number can differ from packet to packet within a wave sequence, which allows for the reliability strategy of changing frame size and frame rate.  If it does differ, it is up to the SSP layer to compensate for the difference by scaling either the buffer for the wave sequence or the wave in the packet to reflect the lower frame size.  (Note: not supported in the current API).

LENGTH

A short integer contained in the third and fourth octets of the packet.  This field represents the length in bytes of the sound wave contained in the payload.

FRAMERATE

A long integer contained in the fifth through eighth octets.  This represents the frequency of the sound wave contained in the payload (how many frames occur in one second).  Like FRAMESIZE, it can differ from packet to packet.  If this occurs, the SSP layer should scale either the wave sequence in the buffer or the wave in the packet to the lowest frame rate.   (Note: not supported in the current API).

WAVE_ID

A long integer contained in the ninth through twelfth octets.  The WAVE_ID should be a unique number for each distinct wave sequence.  The SSP layer should dynamically allocate a wave buffer for each WAVE_ID received and assemble each packet that has the same WAVE_ID in that buffer until the LASTPACKET flag has been set.  It should then pass the wave up the stack.  (It should wait, however, for all the packets have been received, using offset to determine this).

OFFSET

A long integer contained in the thirteenth through sixteenth octets.  This is the offset in bytes of the packet’s payload in the wave sequence indicated by the WAVE_ID field.  The SSP layer uses this to determine where the wave segment in the payload occurs in the wave sequence.

Foreign Language Recognition System Protocol


The Foreign Language Recognition System Protocol is a messaging protocol used to coordinating the activities of the operators and clients in the distributed system.  The FLRS layer is a terminal layer in the stack.  Figure 3 illustrates its packet format.  FLRS packet fields are as follows: 
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Figure 3
MESSAGE

The first octet of the packet.  This is the message type.  A complete list of messages and an explanation of their purpose follows at the end of this section.

LENGTH

The second octet of the packet.  This represents the length in words of the options field, which will normally be set to 0.

SCORE

A short integer contained in the third and fourth octets.  This field is used for various purposes depending on the message.

ADDRESS

An IP address, contained in the fifth through eighth octets.  This field is used for various purposes depending on the message.

OPTIONS

Anything beyond the eighth octet.  This currently has no use, but might be used for a variety of tasks, including relaying information that an operator discovers about a sound wave to other operators so as to speed up operation.

FLRS Message Types

FLRS_ANNOUNCE (1)

A client will send this out SCORE milliseconds before it begins transmitting a sound stream.  If the client will transmit the sound stream on an IP Multicast group other than the default one, it should also set the ADDRESS field to indicate this value.  Otherwise, ADDRESS should be set to the default IP Multicast group.  When an operator receives this message it should join the group specified in the ADDRESS field and then start a recognizer thread to which the SRP layer will pass all SSP packets received for this group from the client’s IP address (as indicated in the IP Multicast packet).

FLRS_BID (10)

An operator should send out this message as soon as the recognizing thread has determined the probability that the client’s language is the same as the operator’s language.  The operator should indicate this probability in the SCORE field, which should be considered the operator’s “bid.”  It should insert its IP address in the ADDRESS field.  When a client receives this, it should store the results for future reference.  Or if the bid is above a certain threshold, it should send out an FLRS_ACCEPT message indicating that it accepts the bid.  Other operators should also pay attention to these bids.  Specifically, they should keep track of the highest bid value.  An operator should periodically check to see if it can ever get above the high bid value.  If it ever determines that it cannot, it should terminate its recognizer thread and leave the Multicast group (if it is not being used by other threads).

FLRS_REJECT (45)

A client should send this when it wants to explicitly reject the operator it lists in the ADDRESS field, or when it wants to reject all bids under the value specified in SCORE.  When an operator receives this message and its IP address is in the ADDRESS field, it should terminate the recognizer thread and leave the Multicast group (if it is not being used by other threads) immediately.  When other operators receive this message with a value in the ADDRESS field, they should keep track of the rejected operator’s address and make sure they ignore any bids received from that operator.  When an operator receives this message with a value in the score field, it should treat that as the new high bid and act as it would for an FLRS_BID message.

FLRS_ACCEPT (46)

A client will send this out when it decides to accept the bid from the operator it lists in the ADDRESS field.  If an operator receives this message with its own address in the ADDRESS field, it should return the appropriate FLRS_ROUTE message to the client.  All operators, including the one listed in the ADDRESS field, should terminate their recognizer thread and leave the Multicast group (if it is not being used by other threads) upon receiving this message.

FLRS_CLOSING_BIDS (30)

A client sends this if, after SCORE milliseconds, it will stop accepting bids.  Since an operator has no way of knowing when SCORE milliseconds began, it should immediately send its current bid via an FLRS_BID message, terminate its recognizer thread, and wait for a FLRS_ACCEPT or FLRS_REJECT message.  Future versions of this protocol may want to find some way of making use of the time remaining before a bid closes.

FLRS_ROUTE (55)

An operator sends this message after it has been told that its bid was accepted.  The value in the ADDRESS field indicates the IP address to which the client should begin transmitting sound packets.  When a client receives this message, it should leave any groups pertaining to the Foreign Language Recognition System and begin transmitting directly to the address in the ADDRESS field.

API


As previously mentioned, this project was programmed in Java.  All classes are part of the rees.net package.  It consists of the following classes:

rees.net.defs

A class that defines constants and a few global functions (e.g. htons).

rees.net.rPacketException
Exception should be thrown whenever there is an error reading or writing a packet.

rees.net.rSocketException

Exception should be thrown whenever there is an error reading or writing to a socket.

rees.net.rIPAddress

A class to represent IP addresses.  Like java.net.InetAddress with more functionality.

rees.net.rMulticastSocket

Class overrides java.net.MulticastSocket to include support for rIPAddresses.

rees.net.rMulticastSendThread

Class extends rMulticastSocket to include support for forced send rates with a prioritized send buffer.  Also provides logging support.  Constructor requires a rMulticastSocket object.

rees.net.rMulticastListenThread

Class extends rMulticastSocket to include support for passing packets along the Rees Sound Transfer Protocol Stack.  It keeps a table of registered rMulticastPacketHandler objects and invokes the handlePacket method on any that belong to same group as does the Multicast packet just received.  All recognizer threads should register themselves with this thread to receive SRP packets.  Constructor requires a rMulticastSocket object.

rees.net.rMulticastPacket

Class extends java.net.DatagramPacket to include special functionality for Multicast packets.

rees.net.SRPacket, rees.net.SSPacket, rees.net.FLRSPacket

Classes that represent SRP, SSP, and FLRS packets, respectively.

rees.net.rMulticastPacketHandler

Base class for any object that handles rMulticastPackets.  Packets are handled through the abstract method handlePacket.  Constructor requires a rIPAddress representing the group, and a rMulticastSendThread.

rees.net.SRPacketHandler

Extends rMulticastPacketHandler.  Base class for any object that handles SRPackets.  If the SRPacket TYPE field indicates a SSPacket, this class will take that packet and assemble it into a protected data member called wave (a SoundWave object—not part of the rees.net package).  If the LASTPACKET bit is set, it will pass the wave “up the protocol stack” to the recognizer thread by calling the abstract handleSoundWave method, which the programmer will need to define in a descendant class.  Defines an empty handleFLRSPacket method and a routeAddress object.

rees.net.FLRSPacketHandler
Extends SRPacketHandler.  Base class for any object that uses FLRSPackets.  Class provides method calls for all FLRS messages (announce, bid, etc…).  Class also handles all FLRS messages except for FLRS_ANNOUNCE using an isClient flag to indicate whether to act as client or operator.  The programmer should override the empty announce method in a descendant class so that it creates a recognizer thread for each newly announced group.  In addition to the items necessary for rMulticastPacketHandler, this class’ constructor requires an rIPAddress representing the address to which the operator should route upon receiving a FLRS_ROUTE command

All recognizer objects should derive from the FLRSPacketHandler class.  The programmer will need to call its bid method when the bid value converges.  To use the API, the programmer will first need to create a rMulticastSocket.  He/she should then create and start a rMulticastSendThread and a rMulticastListenThread.  Finally, the programmer should initialize and start a generic recognizer thread derived from FLRSPacketHandler.

Reliability


There are several elements of  this distributed system that demand reliability.  First of all, the system must guarantee that no FLRS messages are lost.  Should an operator or client not receive an FLRS message, the results could range from inconvenient (a lower than acceptable bid is sent to the client) to disastrous (none of the clients hear the FLRS_ACCEPT or FLRS_REJECT message and therefore run their threads forever or never leave the IP Multicast Group).  Second of all, we would like to prevent the client from overrunning the buffers of the operator.  This requires flow control.  The flow control problem is especially complex when one attempts to account for the fact that some operators may be able to process the information much faster than other operators.  Naturally, the distributed system would be more efficient if the operators weren’t limited by the flow control needs of the slowest operator.


The chief complexity in deciding upon a Reliable IP Multicast strategy is, as discussed in [MANK98], that “a single commonly accepted technical solution that solves all the demands for reliable multicast is likely to be infeasible.”  That is to say, that although we may be able to greatly reduce packet loss or guarantee Quality of Service, solving one reliability problem likely comes at the expense of another.  Thus, instead of finding the best Reliable IP Multicast strategy in general, we should be more concerned with finding the strategy best suited to our needs.

In considering Reliable IP Multicast strategy, one should be aware of several factors concerning packet loss and congestion on an IP Multicast based network.  First of all, as pointed out in [LIM98], only 2% of packet loss on IP Multicast networks occurs from link errors or router failures.  Thus, the biggest priority of a Reliable IP Multicast protocol should be to minimize loss resulting from packet drops inside of routers or at endpoints.  Historically, congestion in the routers has been the biggest source of packet drops [KOIF96].  However, in the distributed system proposed in this paper, buffer-overruns in the operators will be largest source of packet drops.  This is because most of the NLP algorithms being employed cannot keep up with the real-time sound streams being multicast.  Thus, my analysis will favor those strategies that concentrate more on dealing with buffer-overruns at the receiving end.  

The following is a list of existing Reliable IP Multicast strategies and brief analysis of how each would perform in the Foreign Language Recognition System.

Traditional TCP Strategies


One obvious approach would be to use the same strategies employed by TCP to offer Reliable IP Multicast.  Indeed, some of the earliest Reliable IP Multicast models relied on sender-initiated Go-Back-N and selective repeat mechanisms for error recovery.  There are several obvious problems with these mechanisms.  First of all, the sender must maintain a large state in order to keep track of information for each receiver.  Second of all, packets are re-transmitted across the entire Multicast Group, wasting a lot of bandwidth [YAVA95].  If congestion is the source of the packet loss, these strategies will often make the problem worse than better.  One alternative is to have the sender re-transmit over unicast, but in cases where packet loss occurs early in packet dissemination, this could flood the network even more than retransmitting over multicast.  Another alternative is receiver-initiated flow control with negative ACKs.  Additionally, receivers would wait for an interval before sending a nACK to see if someone else has already requested re-transmission.  This avoids a large state, but requires the sender to maintain a large buffer, since the lack of positive feedback means that the sender will never know exactly when it no longer needs to store a packet [YAVA95].


Although most papers I read were in agreement with [YAVA95] regarding the impracticality of this strategy, I think that receiver-initiated nACKs may still prove practical in my project.  First of all, they requires no changes to the routers.  Second of all, their limitations surface only larger Multicast networks.  Since I anticipate this distributed system to consist of no more than 50 nodes at a time, all of which will be reasonably close to each other, these limitations may never be realized.  However, none of these strategies support varying levels of granularity in sending data out on the group.

TMTP (Tree-Based Multicast Transport)


TMTP is one of many tree-based strategies that have been proposed.  Most evaluations I ran across tend to lump tree-based strategies together, so I will follow in their footsteps.  TMTP employs an “expanding ring search to dynamically organize the dissemination group members into a hierarchical control tree” [YAVA95].  In so doing, TMTP places to responsibility of error-recovery and re-transmission on intermediate nodes.  The advantage in doing this is that if a packet is dropped in one segment of the tree, then it only needs to be re-transmitted over that segment.  Furthermore, TMTP combines sender-initiated and receiver-initiated strategies, arriving at a compromise between sender state and buffer size.


Of course, the immediate problem with TMTP is that it requires modifications to all the routers on the Multicast network.  Thus, it is impossible for me to employ.  Were I able to employ it, however, it may be extremely useful, since retransmission would be limited to small segments of the tree consisting of slower-processing leaf nodes.  [PETI96] does point out one disadvantage, though.  If intermediate nodes in the tree leave, the tree must dynamically rearrange itself.  This has been shown to be a potentially error-prone process.

STORM (Structure-Oriented Resilient Multicast)


Like SRM (Scalable Reliable Multicast), STORM relies upon the idea that some packet loss is acceptable.  The key is to choose which packets are to be dropped, thus allowing for the network to drop expired or otherwise useless packets before it drops packets that contain more important information [SRIP00].  Its creators describe it as a “resilient multicast” protocol because it allows for each receiver in a multicast group to decide upon its own balance between reliability and real-time requirements [XU97].  It works by having each member of a multicast group maintain a list of other members in the multicast group from whom they can request lost packets.  Whenever a member sees that it has lost a packet, it sends a nACK to each of these members until it receives the packet it is looking for.  Each receiver is responsible for recovering its own data and can therefore decide exactly how much data it wants to recover.  

This is very attractive to my project, of course, since it is concerned mostly with receivers and can work independently of the routers.  The performance metrics given in the evaluation in [XU97] are also very promising.  The main complication is actually implementing the protocol—it is by no means impossible to do, but most certainly time-consuming.  One other problem is that the protocol does not guarantee reliability, and thus we may need to look at another strategy for FLRS packets.

RAMP (Reliable Adaptive Multicast Protocol)


Originally designed for an "all-optical, circuit-switched, gigabit" network, [KOIF96] evaluation of RAMP suggests that it is a practical solution for packet-switched networks.  It is especially interesting to my project because, since media errors in optical networks are small and optical crossbar switches minimalize congestion, most of the focus is on avoiding overruns on the receiving end.  One advantage of RAMP is that it allows both the sender and receiver to choose whether or not a packet is sent reliably.  Thus, an FLRS packet could be sent reliably, whereas a SSP packet would be sent with a lower priority.  Another impressive feature of RAMP is that it allows listeners to receive data at lower resolutions—for example, although an image is sent reliably at extremely high resolution, RAMP supports receivers who elect to receive only the packets that have relevance to the low resolution part of the image [KOIF96].  Again, this is exactly what my project demands, only with sound waves.  RAMP can be described as a connection-oriented strategy, in which the sender keeps track of each receiver.  There are two modes of operation, Burst and Idle mode.  During the former, the sender will ACK the receiver to make sure it is receiving data from the stream.  In the latter, the receiver will ACK the sender to make sure it isn’t losing data.


One obvious problem with this strategy is, again, that the sender must keep track of a large state of information.  Furthermore, it requires a modification to the IP Multicast specification—the sender would need to be able to remove a receiver from the Multicast group.  Also, error recovery is unicast over the network, which is not a problem in optically switched networks, but may cause more congestion in standard networks.  Finally, as pointed out in [PETI96], the overhead of the protocol is considerably large, and might be impractical with large Multicast networks.  Still, its features make it a very attractive option for my project

Conclusions


At the time of writing, the protocols and API described in this model have been implemented and tested.  They have not, however, been tested in the NLP system, as we are still working on that.  Preliminary tests, however, suggest that the design should work well for a distributed NLP system, consuming only nominal levels of bandwidth.  I have not yet applied any Reliable IP Multicast strategy to the Rees Sound Transfer Protocol Stack.  Were I to do so, I would want to insert a layer between SRP and IP Multicast (although I could conceivably modify SRP so that it is responsible for reliability).  None of the IP Multicast strategies I read about appeared to be an all-in-one solution.  I suspect that I would achieve the best results with some sort of combination of STORM and RAMP.  Of course, these protocols may indeed prove to be mutually exclusive.  Modifying traditional TCP approaches for IP Multicast would undoubtedly be the simplest solution.  It will be impossible to know which solution is most efficient until we have built a number of FLRS operators, so that we can actually test the distributed system in operation.
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