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Introduction


For our Linguistics 580 project, we attempted to design a Java-based distributed Foreign Language Recognition System.  Our original hope was to create a telephone-like IP Multicast system, in which a client connected to the network and began talking and a number of operators would compete with each other by a series of bids to recognize the client’s language.  The winning operator would then forward the client’s call to someone capable of talking with the client.


As it turns out, this project was overly ambitious.  We have completed a basic framework for the IP Multicast system, complete with API and protocol specifications.  However, it has not yet been integrated with the language processing system.  We have attached a separate document that details how the networking aspect of this system should work.  We have also attached a zip archive that contains the jar files for our project, the java source code (in the “rees” directory), a “Docs” folder that lists our API, and some example files.


The remainder of this paper focuses on our attempts to build an operator that was capable of correctly identifying a given foreign language.  Our input was a series of wave files in that language, and our output was a score that, when compared to the score given by an operator that was attempting to identify another language, should have been higher.

Relevant Previous Work

Most previous work with language identification systems use phonemic analysis of sound waves to score different phonemes. However, the problem with this is that you have to be able to characterize the phonemes of the languages, and they're all concerned with how you do that best, and how in the world can you do that for languages you don't know? Our question was, could we accomplish the same thing looking only at the sound waves? Would we be able to get it just as accurately, or more so, just as quickly, or more so? If so, potentially it could operate on languages we don't know much about linguistically, and characterize the waves with nothing more than a sound sample.

Approach

As we built our language identification system, we were interested in seeing if we could build a system that analyzed and scored the language based solely on the acoustic qualities of the wave, rather than phonetic qualities. Even without examining phonetic qualities, we expected that the process would be extremely processor-intensive, which is why we wanted to network the system and distribute the processing over several computers.  

Inspired by text categorization approaches, we hypothesized that the same method of searching for and weighting features in a text could be extended to features in sound waves.  We begin by building a vector file of features.  To do this, we start with a set of sound waves—one from each language we intended to recognize.  We then divide the waves into features and use a mean variance formula to determine which features are most unique and therefore significant to the process of recognizing a language.  We then create a weight file for each language.  To determine the weights, we simply look at how often a feature from the vector file occurs in a training set of sound files for that language.  Finally, we create a Java object of class PositronRecognizer, which, as its name implies, approaches the categorization problem with a neural network slant.  The PositronRecognizer class asks for a vector file and a weight file as it initializes.  It then uses this information to analyze and score soundwaves.

We read the waveforms into Java as AudioInputStreams and build a SoundWave class to represent them.  Each wave gets broken apart into 20ms wave segments (encapsulated in a SoundSegment class) which overlap each other by 10ms.  These segments constitute our features.  We were unsure whether to analyze the segments in regular or in Fourier space, so we built both capabilities into the system.  As of yet, we have not had time to try comparing the wave segments in Fourier space.

Problems

Our biggest concern was that we had to learn a lot about how to read, write, and manipulate sound waves. We knew we needed to normalize the sound waves; fundamental frequency, for instance, would vary widely depending on the speaker. Amplitude would change depending on loudness, and even among the same speaker, there would be invariants based on environment, health, intonation, etc... But we couldn’t decide how to develop a good normalization curve without knowing what features we wanted to extract and which ones we wanted to ignore. We recently discovered Energynorm, part of OGI’s speech tools, and we feel that this package might solve our problem.  However, we didn't have time to integrate it into our system.


We decided to leave the normalization concerns alone for a while. Our theory is that if we used samples from the same speakers and succeeded in teaching the system to recognize and distinguish between when that speaker spoke in a different language, then with the right normalization function, we should be able to recognize different languages.

One major problem that we had in building this project is that it is, as anticipated, very processor intensive.  The results in the next section, for example, took us an hour to obtain.  Thus, not only was debugging a long (and undoubtedly incomplete process), but we have not had time to tinker around with various aspects of the project that could improve performance.

Results

We began by recording Karl speaking in English and in Vietnamese.  These files can be found in the testfile directory.  We then inputted these files into our vector generator, which can be started by running java –jar flrsSetup.jar (using Java JRE 1.3 or equivalent).  The karlvectorcorpus.list file in the root directory lists the files that were used to generate the vectors.  The resulting vector file was karl_ev.vector.  We then used this file to generate an english.weights file and a viet.weights file.  The input files for these weights are listed in karlenglishtrain.list and karlviettrain.list, respectively.

We then ran two separate instances of the flrsOperator.jar program (java –jar flrsSetup.jar) in non-network mode, using the previously obtained vector and weight files.  We obtained the following scores:

	
	english.weights


	viet.weights

	karlet1.wav (English)
	12748
	9363

	karlet2.wav (English)
	13100
	10402

	karlet3.wav (English)
	12502
	9727

	karlvt1.wav (Vietnamese)
	2140
	3043

	karlvt2.wav (Vietnamese)
	18967
	14226

	karlvt3.wav (Vietnamese)
	7763
	7377


The English results were very encouraging, although we had hoped the difference between the scores would be more significant.  The Vietnamese results were mixed, however, showing us that there is a lot of room for improvement.  Thus, our results are inconclusive.

Of course, this test just barely begins to scratch the surface of the tests we’d need to run to see how well our scheme works.  The next section describes what else we need to do before we can determine if our original hypothesis was correct.

Future Work

Given more time, we would want to test out several different normalization functions. We'd of course want to work on ways to speed up the program, especially integrating the networking into it, so as to make it a distributed and hopefully real-time system.  Also, because of how long it takes to analyze the data, we really haven’t had time to make it user friendly.  So we could test for little bugs, create better documentation, or even give it a Swing interface.  We also need to test it out on different wave formats and see if it still works (so far we’ve only used 8kHz, 8 bit waves).

As for testing, we definitely want to try out different languages other than English and Vietnamese, and throw multiple languages at the system to see how many it could handle.  Also, we’d like to test it with a larger training set and a greater variety of test waves to see how well it performs.  Eventually, we’d hope to come to some sort of conclusion about what is a large enough training set.

One thing that we could do differently is take a different approach to how we sort the features and decide which ones are important. Currently, we take the occurrence rate of each feature, selecting the ones with the highest differentiation from the other vectors. But perhaps our current algorithm overlooks some features that could improve our scorings.  Also, we’d like to tinker with our definition of what constitutes a feature (e.g. how long a wave segment is, how much overlap between features).


Another factor that affects our performance is how we decided that features were close enough to be "the same."  In other words, will it suffice to compare waveforms in normal space or Fourier space, or do we need to do more?  On one hand, a simple change of pitch or amplitude could significantly alter the normal space comparison between waves.  Fundamental frequencies, on the other hand, carry a lot of influence in the waveform, but contribute relatively little to the information the waveform carries. We already put two methods in our system--one to analyze how close the waveforms are, and one to look at the question in Fourier space. This question would be an interesting question to deal with for a future project.  It's been an interesting project, and now that we have the framework set up, it should be interesting to tweak it and see what we come up with.

